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Abstract. One of the most popular formalisms of describing knowledge
is Description Logics. It has become even more popular when OWL stan-
dard has emerged. The paper presents a new reasoning algorithm - the
Cartographer Algorithm - that allows for inferring implicit knowledge
from a terminology (TBox) and assertions (ABox) of an ontology. The
paper describes the way of processing ontologies in terms of binary sig-
natures and an efficient way of querying ontologies containing numerous
individuals. In addition, results of experiments comparing the Cartogra-
pher Algorithm with other reasoners are presented.

1 Introduction

While the Internet grows larger and more popular, the problem of structuring
data and delivering new knowledge is becoming more and more important. The
information society we live in demands immediate access to all possible informa-
tion about any subject. The Semantic Web [1] idea has become an important step
towards fulfilling these requirements. Within the Semantic Web a new language
for describing data semantics - OWL Web Ontology Language [2] - has been
developed. Although OWL is based on Description Logics (DL) [3], it has some
new features adjusting DL to practical Web environment. OWL provides a syn-
tactically uniform way of building ontologies, both in its terminological (TBox)
and assertional (ABox) part. XML syntax of OWL data is advantageous for in-
teroperability and readability. Unfortunately, to describe ontological knowledge
in the Web is not enough. Much research effort concentrates on developing algo-
rithms that can infer new knowledge from large ontologies containing numerous
instances. This paper presents a new reasoning algorithm - the Cartographer
Algorithm (called simply: Cartographer) - that is based on an idea of “knowl-
edge cartography”. The idea, primarily invented by Wojciech Waloszek, has been
further worked out by the authors of this paper within a European Union 6th
Framework Program project PIPS (Personal Information Platform for Life and

Health Services, Contract No 507019). The main goal of PIPS is to create a Web
infrastructure to support health and promote healthy life style among European
communities. An essential part of PIPS is a Knowledge Management Subsystem
with an inference engine based on Cartographer. So, Cartographer was primarily
devised for processing food and health ontologies, but it turns out to be general
enough to be used in any application domain.



2 The Cartographer Algorithm

Motivation behind the knowledge cartography is based on the three assumptions:

1. Terminological part of the knowledge base (TBox) is updated so rarely that
it might be considered constant in time.

2. A knowledge base is queried much more often than updated (by updating
we understand addition of new ABox assertions). Therefore performance of
information retrieval is crucial, while performance of updating is less critical.

3. A knowledge base should be able to hold and efficiently process information
about large numbers of individuals.

On the basis of these assumptions a cartographic approach has been de-
veloped. It aims at storing in the knowledge base as many conclusions about
concepts and individuals as possible. The conclusions can be quickly retrieved in
the process of query answering and remain valid due to the fact that terminol-
ogy cannot be updated. By proper organisation of the knowledge base the same
conclusions can be applied to any number of individuals, facilitating information
retrieval and reducing size of the base.

The knowledge cartography takes its name after a map of concepts. A map
of concepts is basically a description of interrelationships between concepts in a
terminology. The map is created in the course of knowledge base creation. A map
of concepts can be graphically represented in a form similar to a Venn diagram
(Fig. 1). Each atomic region (i.e. a region that does not contain any other region)
represents a unique valid intersection of base concepts. By valid we mean an
intersection that is satisfiable with respect to a given terminology. Intersections
of concepts that are not allowed by terminological axioms are excluded from
the map (as in Fig. 1b, where two additional axioms eliminated four regions
from the map). Cartographer calculates a number of valid atomic regions n and
assigns each atomic region a subsequent integer number from the range [1, n].
Because any region in the map consists of some number of atomic regions it can
be represented by an array of binary digits of length n with “1”s in positions
mapped to contained atomic regions and “0”s elsewhere.
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Signatures:
A 01111000
B 00110110
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D 01111110
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A 0100
B 0011
C 0001
D 0000
E 1000

Fig. 1. A map of concepts (a) with two terminological axioms added (b)



Using this technique we can assign any concept in the terminology a signa-
ture - an array of binary digits representing a region covered by the concept in
the map. In this way we can describe any combination of complement, union
and intersection of described concepts by simply mapping these operations to
Boolean negation, disjunction and conjunction.

Formally, we define a function s from concepts to elements of a Boolean al-
gebra B

n = {0, 1}n. Atomic regions are counterparts of atoms of the algebra, i.e.
arrays of “0”s with a sole “1”. For any concepts C and D the following equalities
hold:

s(¬C) = ¬s(C), s(C ⊓ D) = s(C) ∧ s(D), s(C ⊔ D) = s(C) ∨ s(D) (1)

We can also prove the following equivalent statements:

C ⊑ D ⇔ s(C) ∨ s(D) = s(D), C ⊑ D ⇔ s(C) ∧ s(D) = s(C) (2)

The result (2) is very important because it means that having calculated sig-
natures for concepts in a terminology one can solve any TBox reasoning problem
(after reducing it to subsumption [3]) by signature calculations.

As for now we have not taken roles into consideration. In our approach we
treat every construct of the form ∃R.C as an atomic concept. This may however
lead to some incorrect results, as shown in Fig. 2a. According to the terminol-
ogy an individual cannot belong to ∃R.B not belonging to ∃R.A (because each
member of B is a member of A). The described approach, applied directly, leads
to generation of spurious atomic regions. In order to avoid this effect we perform
postprocessing (details are omitted here). We also support ∀R.C construct in
the same way, by converting ∀R.C into ¬∃R.¬C.

Using the presented approach, we can describe any ALC terminology in terms
of signatures. It is worth stressing that a terminology need not to be definitorial.
The method works well with terminologies that contain cycles (i.e. with concepts
whose definitions cannot be expressed in terms of base concepts).

The same techniques can be applied to ABox. We can assign each individual a

in ABox a signature of the most specific concept (we denote this concept Ca; this
concept need not to be defined explicitly). Processing a new concept assertion
C(a) requires recalculation of the signature s(Ca) by assigning it a new value
s(Ca)∧ s(C). Processing a role assertion is slightly more complex and its details
are omitted here for brevity.
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Fig. 2. Incorrect (a) and correct (b) assignment of roles to regions



After determination of signatures for individuals we can reduce ABox rea-
soning problems to TBox reasoning problems which in turn can be solved by
signature calculations. For example, an instance checking problem (check if an
individual a is a member of a concept C) can be reduced to a question whether
the concept Ca is subsumed by the concept C.

3 Time/Space Complexity of Cartographer

The space and time complexity of processing a terminology by Cartographer is
in the worst case exponential. Indeed, the maximum number of regions that the
space can be divided into by n concepts is 2n, which results in signatures of such
a length. The corresponding terminology would consist of n concepts that are
not related to each other at all. However, such a case is very rare in practical
terminologies (if found at all). Specifically, this would mean that any subset of
concepts may have common instances, because no pair of concepts is declared
disjoint. For instance, consider the terminology T containing one root concept
and three direct subconcepts (axioms 1, 2, and 3 below):

1. Bird ⊑ Animal 4. Bird ⊓ Fish ≡ ⊥
2. Fish ⊑ Animal 5. Bird ⊓ Mammal ≡ ⊥
3. Mammal ⊑ Animal 6. Fish ⊓ Mammal ≡ ⊥

In this terminology, Bird, Fish and Mammal are unrelated, which means
that we could declare one individual to be simultaneously a bird and a fish. Such
a terminology would create a domain space with 9 regions (Fig. 3a). Let us add
three disjoints to T (axioms 4, 5, and 6 above). The number of regions in the
domain space decreased to 5 (Fig. 3b). Actually, T is now a pure tree taxonomy,
which reflects reality among animals. If the number of subconcepts is m and
the order of terminological axioms is similar to the above (i.e. disjoints after
inclusions), then the number of regions first reaches the peak of 1+2m, and then
drops to the final m + 2. From this example it is clear that the order of axioms
in the terminology definition is crucial for time/space complexity of processing
a terminology. It is easy to check that if the axioms of T are processed in the
following order: (4, 5, 6, 1, 2, 3), the number of regions never exceeds 7. In general,
for a terminology with 1 superconcept and m disjoint subconcepts, the maximal
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Fig. 3. The division of a domain space for T : a) without disjoints, and b) with disjoints



number of regions during “disjoints-first” processing of axioms is 2(m − 1) + 3.

Our exemplary terminology T is very simple - it is just a two-level tree. For
such a structure it is easy to find an optimal order of axioms processing. Practi-
cal terminologies may be much more complicated. They do not have to be trees,
as subconcepts of several superconcepts are common in practice. Moreover, exis-
tence of general equalities in a terminology may cause a terminology to become
cyclic. As a result, determining the optimal ordering of axioms for Cartographer
is not easy and is currently under investigation.

4 Related Work

There are many tools for reasoning over DL ontologies available as open source
software. Eminent representatives are: RACER [4], FaCT [5], and Jena2 Toolkit
[6]. In their inference engines RACER and FaCT use structural subsumption and
tableaux algorithms for TBox reasoning [3] with different optimisations, while
Jena performs reasoning over RDF triples. We performed extensive tests of these
tools, particularly checking their capabilities of reasoning over DL Knowledge
Bases with large ABoxes. FaCT does not support ABoxes at all, so reasoning can
be performed only on a DL terminology. RACER and Jena do support ABox,
but they are not scalable. There is also a commercial product called Cerebra
[7] that reportedly is based on FaCT optimised and enhanced with capabili-
ties of reasoning over ABox. However, producers of Cerebra do not provide an
evaluation version of their system, so we were not able to check it against our
benchmark ontologies.

Table 1 presents results of experiments on different sets of individuals. Ex-
periments compared times of loading ontologies and processing queries by Jena,
RACER and Cartographer. The examined ontologies consisted of a simple TBox
and ABoxes of different sizes. RACER was unable to load an OWL TBox, so
the data was provided in KRSS format. The tests were performed on a PC with
Celeron 2.4 GHz and 256 MB RAM. The back-end of Cartographer for storing
ABox was a PostgreSQL database.

The main difference between analysed reasoning algorithms is related to time
of loading ontology. The time of loading ontology is longer for Cartographer. In
return we obtain a very short time of response. While RACER was unable to
answer a query when 1000 individuals have been loaded, Cartographer could

Table 1. Results of efficiency experiments. Hyphens denote that the activity could not
be completed within 2 hours.

Loading time [s] Query-processing time [s]

Size of ABox 400 1000 3800 400 1000 3800

Jena 1 22 - 6 250 -

RACER 3 4 5 58 - -

Cartographer 43 122 465 <1 <1 1



process the same query for 11000 individuals in 1.4 second.
Besides experiments carried out on benchmark ontologies, Cartographer has

been successfully used for reasoning over a real-life ontology developed within the
PIPS project. The number of concepts defined in the PIPS ontology is approx.
650 and the number of individuals is about two times higher.

5 Summary

According to the test results, Cartographer has fulfilled efficiency requirements.
However, Cartographer has also some limitations, related to 1) The problem of
choosing a proper order of axioms to be processed; 2) Expressiveness of sup-
ported ontologies; 3) Time of loading ABox assertions. The first issue has been
discussed in Sect. 3. The second issue concerns the problem of which constructs
can be used to define a terminology. With respect to DL description languages
the set of supported constructs is similar to that defined for ALC language ex-
cept that Cartographer lacks of possibility of use of ∃R.C and ∀R.C constructs
in queries and assertions as long as such concepts have not appeared in the ter-
minology. With respect to OWL DL language, Cartographer does not support
such constructs as: cardinality constraints; symmetric, transitive and functional
roles; role hierarchy; and datatype properties. The third issue mentioned above is
connected with assumption that performance of information retrieval is crucial,
while performance of updating is less critical.

Our present work concentrates on overcoming the above limitations. We are
gradually extending expressivness of supported constructs. In particular, we are
working on coupling the PIPS Inference Engine based on Cartographer with a
relational database where attribute values for individuals are to be stored. This
will further extend scalability of the PIPS Knowledge Base.

The other aspects we are currently working on are application of knowledge
cartography to ontology alignment and query reformulation in a distributed
knowledge base. Another research focuses on embedding trust issues into the
knowledge base.

References

1. Semantic Web Initiatives, http://www.semantic-web.org/.
2. OWL - Web Ontology Language Guide. W3C, 2004,

http://www.w3.org/TR/2004/REC-owl-guide-20040210/.
3. Baader F. A., McGuness D. L., Nardi D., Patel-Schneider P. F.: The Description

Logic Handbook: Theory, implementation, and applications, Cambridge University
Press, 2003.

4. Racer Semantic Middleware for Industrial Projects Based on RDF/OWL, a W3C
Standard, http://www.cs.concordia.ca/~haarslev/racer/.

5. I. Horrocks: FaCT Reference Manual v1.6, August 1998, Included in FaCT archive
from http://www.cs.man.ac.uk/~horrocks/FaCT/.

6. A Semantic Web Framework for Java, http://jena.sourceforge.net/.
7. Cerebra Server, http://www.networkinference.com/products/cerebra_business/.


